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November 28, 2006
III.  Chi-square ((2)test of statistical independence

A.  We use the (2 test to assess whether two categorical variables are associated when at least one of them has more than two categories.

1.  when we are interested in the association between two dichotomous variables (i.e., a 2 x 2 table), we use a difference in proportions test to test the hypothesis that (x1 = (x2.  In carrying out a difference in proportions test, we ask whether the proportion of observations for Y with one value of X is close enough to the proportion of observations with a different value for X that we can conclude that X doesn’t affect the value of Y
2.  But what to do if we want to examine the association between a dichotomous variable and a trichotomous variable?  Essentially, we would be asking whether (x1 = (x2 = (x3?  We do this with (2 test
3.  our text refers to (2 as a test of the statistical independence of two variables.

a.  recall that variables are statistically independent if the value of Y does not depend on (or vary with) the value of X
     b. variables that are statistically dependent are related (associated) 
2.  because we’re dealing with categorical variables, we use (2 to analyze data that are arranged in cross-classified tables
3.  Karl Pearson invented the (2 to test whether the roulette wheels at Monte Carlo were fair—he wanted to test whether the actual distribution of outcomes on a roulette table was substantially the same as the a priori probability (just like comparing the number of heads you get when you throw a single die with the a priori probability of getting each possible outcome)
4.  This test is an extension Notice that what this test does is allow us to 

B.   Logic underlying the (2 test 

1.  (2 test resembles other measures of association in that it examines deviation scores

2.  (2 compares the distribution of actual cell frequencies in a crosstabulation of Y by X with the frequencies we would expect to observe if X and Y were statistically independent.  

     a.  H0 is that X and Y are unrelated

   b. We assess this null hypothesis that X and Y are statistically independent by comparing data from a random sample to the results we would expect to get if X and Y were not associated.

2.  If our sample data differ substantially from what we would expect under H0—in other words, if the difference is greater than what might result through some random process like sampling error—then we will reject the null hypotheses of statistical independence.

3.   So once again, we’re going to compare the extent to which our data deviate from some expected value

C.  Calculating the expected values of Y if X and Y are unrelated

1. if X and Y were unrelated, the proportional distribution of Y within the categories of X would approximate the marginal distribution of Y 
a.  we could compare the proportions across the rows with the marginal distribution of Y

2.  comparing the cell proportions  (or percentages) of Y for each category of X would work fine if each category of X had the same number of cases

3.  if the categories of X had different numbers of cases, we would want a way to compare disparities between the observed (sample) and expected (hypothesized) values for each value of X to give greater weight to deviations based on a lot of cases than those based on a just a few cases.  
4.  we get around this by calculating the expected distribution of Ys across categories of X based on both the marginal distribution of Y and the marginal distribution of X  [example]:  the resulting table of expected values for Y in each cell is based on the assumption that Y is not associated with/independent of X
5.  we can then compare what value we expect for Y in each cell of the table under H0 of no association between X and Y with the actual (observed) frequency in each cell and see if the observed frequencies differ enough from the expected frquencies according to the hypothesis of no association that we can rule out the possibility that the difference between them stemmed entirely from chance.
6.  Calculating the test statistic, (2
a.  (2  is the ratio of the summed squared deviations of the observed frequencies in a contingency table from the expected frequencies, divided by the expected frequencies
(2 = Σ [(fo – fe)2/fe]
     b.  Example with same data we used in difference in proportions tests 
Faculty


Student
     Total


Liberal 
261     (50%)

  274
(43%)
    535 
    46.2%
Nonliberal
260
(50%)
 
 363
(57%)
    623
    53.8%

Total

521 
         
  
 637

  1158      100%


     c.  notice for difference in proportions test, we used only top row of proportions because the proportions in the bottom row = 1-top row proportion  

c.  We use (2 when we have multiple categories of X or Y, we need to add up all the deviations between the expected and observed values of Y 
d.  To prevent these deviations from cancelling each other out, we square them before summing them.  
e.  We then divide by the expected proportion to get a test statistic that is a ratio of deviations over expectations:  (2 =  Σ [(fo – fe)2/fe]
     f.  notice that the general form of the test statistic looks familiar: 




Observed value – value according to H0


   something to standardize numerator
    D.  The (2 distribution 
1  (2 distribution is skewed to right with a minimum value of 0 (Table C, p. 670)
2  Degrees of freedom for your data determine shape of (2 distribution 
a.  d.f. = the number of independent frequencies in the table

b.  For a 2 x 2 table, how many cell frequencies are free to vary?

c.  For a 3 x 2 table, how many cell frequencies are free to vary?

d.  d.f. = (r-1) (c-1) where r = number of rows and c = number of columns.

2.  mean of a (2 distribution = its d.f.

3.  Table C has ( levels across top and df down the left side; to find the value beyond which you must reject H0 of no association, read down df and then over to (
4.  Example:  H0: AA support independent of student/faculty status

 H1:  AA support and student-faculty status are associated.

a. ( = .05, 2 x 2 table so r = 2 and c = 2; thus df = (2-1)(2-1) =1, so we’ll reject H0 if χ2 >3.84

b. per Table C, with 1 df and ( = .01, we’ll reject null hyp. if  (2  (  3.84

c. as df increase, so does the cuting point for rejecting the null hyp. 

(1) 
in a 2 x 2 table (with 1 df), you can reject H0 with a 5% chance of rejecting a true H0 when χ2  > 3.84, but if you have a 4 x 4 table (with 9 df), in order to reject H0 your χ2  > 16.92
     d.  Step 4:  calculate (2 statistic for our sample data

e.  How likely are we to get a sample with this association between student-faculty status and liberality if these variables are unrelated in the population of law faculty and students?

f.  generate the frequencies expected if H0 were true 

g.  Applying these percentages to the total numbers of men and women in sample yields italicized expected frequencies

Faculty

Student
Total


Liberal 
241

  294

 535 
   46.2%
Nonliberal
280

  343
 
 623
   53.8%

Total

521 
         
  637

1158       100%


     h.   calculate (2  =  ([(fo – fe)2/fe ];   

Observed
Expected
fo-fe
     (fo-fe)2
(fo-fe)2/fe

261

   241

 20

400

1.66

274

   294

-20

400

1.36

260

   280

-20

400

1.43

363

   343

 20

400

1.17








χ2  =  Σ (fo-fe)2/fe  = 
5.62

i.  Decision: χ2  of 5.62 falls into the rejection range so we reject the H0 with a 5% chance of making a type I error.  Thus, we conclude that the pattern of association between law professors’ and law students’ attitudes toward AA is unlikely to have occurred by chance (1-( indicates how unlikely) and hence we can infer with a 5% chance of error that it exists in the population of all law students and faculty from which our sample was drawn.  The association between one’s status as law prof or student and one’s attitude toward AA is statistically reliable or statistically significant
j.  Remember:  just because it’s statistically significant doesn’t mean that it’s substantively significant
k.  Relationship  between the difference in proportions and the (2 test: 
Compare Z value from difference in proportions test and (2  value:  square root of χ2  value 5.62) = 2.37, the value of Z test when ( = .05
l.  Notice from Table C that the larger the (2 , the less likely the null hyp. is to be true.  

E.  χ2 as a goodness of fit test


χ2 is used more generally to test how well a set of data fit a model


Example
